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Introduction

LLM Pre-training and Data Quality

m Scaling laws link model size to required data [9, 7].

m Data quality can break scaling laws: better performance with
fewer tokens [2].

m Current strategy: bulk low-quality data + final hlgh quallty stage.
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Related Work

Solving Pre-training Data Scarcity with Data
Generation

m Text resources increasingly exhausted.

m Severe scarcity for smaller languages (e.g., Czech).

m High-quality synthetic data by teacher models work as
substitute,

m TinyStories [3]: small LLMs trained on few, high-quality synthetic
stories.

m But: Naive generation risks distribution drift [5, 15],
m therefore: use grounding or randomness in generated data.
m Alpaca [16], Orca [13], and Phi [11, 6, 1]: synthetic

teacher-generated datasets improve downstream tasks.
m LexMatcher [17]: dictionaries as grounding for multilingual data.
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Related Work

Our Approach

m Use dictionary entries as grounding.
m Use high-quality lexicographic datasets from the DEBdict
project [8].
m 500k+ entries, 18M+ words.
m Dictionaries include definitions, grammar, semantics, examples,
variants.

PSJC autor, -a m. spisovatel literdrniho <n>

p X £ <Cil>autor</Cil><Heslo>autor, </Heslo>
dila. Sebevédomého autora nedostatek . ~"0 " p o0 0

Ctendfd nikdy nemrzi. V. Mr§. D viibec  <yyzn>spisovatel literarniho dila.</Vyzn>
piivodce, tviirce néceho. Autor kresby,  <Dokl>Sebevédomého autora nedostatek &tenaftd

projektu, vtipu a p. < nikdy nemrzi.</Dokl>
<Pram>V. Mr§.</Pram>

<Sep>D</Sep>
<Vyzn>vibec pivodce, tvirce néceho.</Vyzn>
<Dokl>Autor kresby, projektu, vtipu</Dokl>
<Vyzn>a p.</Vyzn>
</h>
m Convert XML dictionary records into fluent Czech text.
m Retrieval selects similar dictionary examples to control
hallucination.
m Aim: generate high-quality, diverse, semantically accurate Czech

text.
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Czech Dictionary Data

Dictionaries Used
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SSIC — Dictionary of Standard Czech

PSIC — Concise Dictionary of Czech
ASCS — Academic Dictionary of Foreign Words

SCS — Dictionary of Czech Synonyms

SSC — Dictionary for Schools and the Public
SCFI — Phraseology and Idiomatics
Diderot — Encyclopedic dictionary

Dictionary | entries |

tokens | tokens wo. xml

PSIC 201,327 | 42,548,533 22,082,861
ssic 123,992 | 19,762,249 11,225,573
Diderot 90,982 | 10,302,547 8,480,832
ASCS 45661 | 3,202,618 2,618,056
SsC 26,529 | 4,419,191 1,904,434
sCs 23,276 | 966,776 565,062
SCFIS 13,552 | 1,929,538 1,390,761
SCFIN 3,992 | 776,983 504,114
Total | 529,311 | 83,908,435 | 48,771,693
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Generating High-Quality Texts

Method Overview

m Input dictionary entries to an LLM.

Role and task: describes the basic task,

Input format: a list of dictionary XML tags and their semantics,
Output style: output formatting instructions,

Abbreviations: abbreviation explanations,

Sources: non-abbreviated sources,

Examples: pairs of inputs and human-corrected outputs,

Task: final reinforcement of task definition,

Input.

m Prompt the model to generate a fluent Czech paragraph.

PNV AN

m Goal: maximize fidelity and linguistic richness.
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Generating High-Quality Texts

Example of generated data from ASCS

<root>

<h>alexandr</h>

<t>-a m (VJ) zool. papousek rodu Psittacula, zelené barvy, piv. z tropické Asie a
- Afriky</t>

</root>

[deepseek-v3:671b]

Alexandr je druh papoudka pat¥ici do rodu *Psittacula*, kterj se vyznaduje svjm
vjraznjm zelenjm opefenim. Pivodné& pochdzi z tropickjch oblasti Asie a Afriky,
kde objvé zejména lesnaté a kfovinaté biotopy. Tento ptik je znamj pro své Zivé
zbarveni a spolecenskou povahu, diky CemuZz se Casto stavd oblibencem chovateld
exotickjch druht papouski. Alexandr patii mezi stfedn& velké druhy a v pfirodé
hraje vjznamnou roli pf¥i Sifeni semen, coz pfispiva k udrZovani ekologické
rovnovahy v jeho pivodnim prostfedi.

[1lama3.1:405b]

Alexandr je oznaceni pro papouska patficiho do rodu Psittacula, kterj se
vyznafuje svjm pfevaZné zelenjm zbarvenim. Tento druh ptéka pochazi pivodné z
tropickjch oblasti Asie a Afriky. Vyznaluje se svjmi charakteristickjmi znaky a
chovanim typickjm pro papousky. Alexandr pat¥i mezi oblibené exotické ptaky,
ktefi jsou nékdy chovani v zajeti pro svou pestrou barvu a inteligenci.

[deepseek-r1:671b]

Alexandr je v zoologii nédzev pro papouska patficiho do rodu Psittacula, ktery
se vyznaCuje prevaZné zelenjm zbarvenim pefi. Tento ptak, jehoZ genitivni tvar
zni "alexandra", pochadzi pivodné z tropickjch oblasti Asie a Afriky, kde je
pfirozené rozSifen. Termin se uZzivd jako odborné oznaeni pro tento druh
papouski, reflektujici jejich taxonomické zafazeni a geografickj ptvod.

[gpt-0ss-120b]

Alexandr je v zoologii podstatné jméno muZského rodu, oznaCujici papouska rodu
Psittacula. Jednd se o ptadka zelené barvy, jehoZ pfirozenj vjskyt je pivodn& v
tropické Asii a Africe. Termin je veden jako vlastni jméno (zkratka VJ) a v
odbornjch textech se pouzivd k pfesnému vymezeni tohoto druhu papouska.
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Generating High-Quality Texts

Evaluation Framework

m Multi-axis evaluation framework:
m Human Evaluation
1. Give up to 5 points to each model on the same input

input = output = |eval Marek = eval Alef = [eValRado!\\=] eval Ondro =

<ENTRY><HEAD>véhlasny</HEAD><LINE>proslul Véhlasny je pridavné jméno, které popisuje nékoho nebo néco jako 5 4 4
¥; proslaveny; slavny; znamy:</LINE></ENTRY>  proslulé, proslavens, slavné i obecné zname. Tento vyraz se pouziva k

oznageni osobnosti, mist nebo udalosti, které si ziskaly Sirokou povést

a uznani, casto diky svym mimoradnym kvalitam, aspéchim ci

vyznamu. Véhlasny ¢lovék je obvykle spojovan s vyjimecnou reputaci,

Ktera presahuje hranice b&zné znamosti a stava se symbolem urcitého

oboru nebo Einnosti. Stejné tak miize byt véhlasna instituce, dilo &

misto, které je obecné prijimano jako vyznamné a respektované.

m Statistical Features

1. Structure
2. Markup
3. Abbreviations

Sstar = max(0, base — 150 - Nstrycture — 15 - Nmarkup — 100 - Nabbreviations)
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Generating High-Quality Texts

Results of Preliminary Experiments

Model Selection: Top Scores in BenCzechMark [2]

Evaluation of large language models on BenCzechMark, statistical
measures, and human evaluation:

Model 0 B | BenCzechMark Sstat | Human Eval
DeepSeek-V3-0324 685 86.8 | 522.6 *249
Llama-3.1-405B-Instruct | 406 85.7 | 593.5 166
DeepSeek-R1-0528 685 85.3 | 573.1 95
gpt-0ss-120b 120 - | 57838 *240

Kruskal-Wallis H-test [14] differences in Ss;: across models:

H=2.77,p=0.43 > 0.05 = observed variations in performance between
models are not statistically significant.
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Generating High-Quality Texts

Estimate of Final Dataset Size

Estimate of new tokens generated from the dictionaries:

Dictionary [ Tinput xmt | Tinput clean | Toutpur | gen. tokens (est.) |

PSIC 230 119 [ 231 42,784,297
SsIC 125 62 | 168 26,524,891
Diderot 87 66 | 114 13,571,167
ASCS 79 66 | 174 7,028,755
SSC 92 41 | 136 6,516,028
SCs 46 28 | 177 3,695,512
SCFIS 158 114 | 237 2,903,796
SCFIN 147 87 | 235 1,245,715
[ Total \ - - - 104,270,161 |
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Generating High-Quality Texts
Generating the Full Dataset

m The generation will be performed on LUMI-G supercomputer
using vLLM [10] for inference and serving and ray [12].

m LUMI: Each node is equipped with 4x AMD MI250x GPUs
(comparable Ampere A100). GPU split to two software GPUs
(64GB VRAM) = 512GB VRAM/node.

m deployment of larger models like DeepSeek-V3 that require
multiple nodes to properly fit into GPU VRAM remains
challenging:

m GPT-Generated Unified Format (GGUF) [4]: single-node setup,
experimental and unstable with vLLM.

Measured throughput for GPT OSS on LUMI using vLLM:

Deployment Mode | Input Throughput (t/s) | Output Throughput (t/s)
Offline Batched 306.49 171.42
VLLM Server 247.16 153.89
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Generating High-Quality Texts

Conclusion

m We aim to generate pre-training data for Czech using by
converting dictionary records to natural text.

m From 500k+ entries and 83M tokens (w. XML) we estimate to
generate 104M tokens of natural Czech text.

m In model selection, the best performing LLMs were DeepSeek-V3
and gpt-o0ss-120b.

m We run the inference on the LUMI cluster at ~250-300 t/s input
and ~150-170 t/s output.
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