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NATO releases revised Al strateqgy

10 July 2024

® 1 MIN READ

On Wednesday (10 July 2024), NATO released its revised artificial intelligence (Al) strategy, which aims

to accelerate the use of Al technologies within NATO in a safe and responsible way.

It builds on one published in 2021 and takes account of recent advances in Al technologies, such as

generative Al, and Al-enabled information tools.

The strategy identifies several priorities, including: advancing the implementation of NATO’s Principles
of Responsible Use; increasing interoperability between Al systems throughout the Alliance; the
combination of Al with other emerging disruptive technologies; and expanding NATO’s Al ecosystem
through closer cooperation with Allied industry and academia, NATO’s Defence Innovation Accelerator
DIANA, the NATO Innovation Fund and like-minded partners.

For the first time, the strategy identifies Al-enabled disinformation and information operations issues.
[GicaREsFTORtREAIIARES) our societies and democracies.




Motivation: Platforms are already responding!

X
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Whales are not actually mammals. If
Humans (land mammals) can’t drink
seawater — just try it! — how can
supposed sea mammals like whales stay
hydrated?

72» Readers added context

Whales are indeed mammals. Marine
mammals are able to “stay hydrated”
because their kidneys have evolved to
excrete more salt + reclaim more water
than humans and many other
mammals can. They also obtain water
from their food. This is widely
documented, for example in http://
reputable...

Is this note helpful? Rate it
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& Vladimir Vesely NATO uz Utocilo dost od Jugoslavie az po Iran.

Sledovat

Sporny obsah (O

Kontext (1)

Zakladnim poslanim Severoatlantické aliance (NATO) je obrana, nikoli utok.
Aliance vznikla za U¢elem ochrany svobody a bezpeénosti viech jeho ¢len(
politickymi i vojenskymi prostfedky v souladu se zdsadami Charty OSN.
Jednotlivé zemé musi o ¢lenstvi oficidlné samy pozadat a splnit kritéria, nez se
stanou ¢leny. Vice informaci najdete na strankach Ministerstva obrany CR.
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stanou ¢leny} Vice informaci najdete na strankach Ministerstva obrany CR.

Moderation is requested!
Percentage Wanting Experts to Respond to Comments by News Site Odpovédet
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(Stroud et al., 2016)
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Can LLMs extract human-like fine-grained evidence?

Human Data Collection
Inter-Annotator Agreement

Evidence Span Annotation using LLMs
LLM Annotation Performance

1.
2.
3.
4.




Human Fine-Grained Evidence Extraction

- No Czech or Slovak dataset provides fine-grained evidence for fact-
checking.

- new dataset created:
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each pair annotated by 2 annotators
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Assessing Inter-Annotator Agreement
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Experiment 1: Number of Evidence Copy Errors

at least one span not present verbatim -> invalid
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Experiment 1: Number of Evidence Copy Errors

- atleast one span not present verbatim -> invalid

Empty Annotations & Model Parameters

invalid % 4.3

Params (B)
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llama3.1 8B . underperformers!
exceeds expectations!
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Experiment 1: Number of Evidence Copy Errors

- does the size matter?

Invalid Generations (max 16) vs. Document Length
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Experiment 2: Human - LLM scores

F1 scores Hungarian matching
(LS)ann APl 48 38 42 43 34 - 39 47 41 48 45 4742 35 o2 29 10 17 12

ann B 48 gl 34 35 27 28 33 32 34 25 34 39 30 35 30 20 29 21 7 20 16

Prediction

SRS NIRRT IR RS 57 &P S

F P E P P LIS IS LI ELSE TS
’b(\ @@Q K:0 oy (&\@ Q,Q\'{_ & 0\? ((\((\ ((\(0 Q"C R 0%* ((\6\ ’O(o \.\..‘é Q/((\
Fee & “gg 0 § ¥ €9

Ground Truth

Data Collection | Measuring IAA | LLM Span Annotation | LLM Performance




Experiment 2: Human - LLM scores

Annotators
F1 scores Hungarian matching

S (LS)ann ADME 48|38 42 43 34 = 39 47 41 48 45 4742 35 29 10 17 12
O annB 34 35 27 28 33 32 34 25 34 39 30 35 30 20 29 21 7 20 16
©
v
pu c)\ <b SN O A0 QO 0 0 A0 0 A0 0 : 3
a NRRNTS \:19 .(\"’ A ,,;1, ,,)q, ,,)q, A AN A AN AN R Cb"/'\ e 50@ \/&é‘ £
v 9 L 6”)(\,@’5’1«”)96&”)”)@\-@006
<& 9" o QA0 2T O OO &N RS R
< T O &L L & &L F &7
° RN £ W & & S D AP 2
&\ L ¢ Q S S <
-

Ground Truth

Data Collection | Measuring IAA | LLM Span Annotation | LLM Performance




Experiment 2: Human - LLM scores

LLMs
l F1 scores Hungarian matching

(LS) ann A gieloll 48 | 38 42 43 3439 47 41 48 45 4742 35 29110 17 12

ann B 48 pNoM 34 35 27 28 33 32 34 25 34 39 30 35 30 20 29 21| 7 20 16

Prediction

SRS NIRRT IR RS 57 &P S

F P E P P LIS IS LI ELSE TS
’b(\ @@Q K:0 oy (&\@ Q,Q\'{_ & 0\? ((\((\ ((\(0 Q"C R 0%* ((\6\ ’O(o \.\..‘é Q/((\
Fee & “gg 0 § ¥ €9

Ground Truth

Data Collection | Measuring IAA | LLM Span Annotation | LLM Performance




Experiment 2: Human - LLM scores
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Experiment 2: Human - LLM scores
1. IAA - Higher than MOST LLMs
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Experiment 2: Human - LLM scores
1. IAA - Higher than MOST LLMs 2. Sometimes even higher !?
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3. Consistently better match with Label Studio
Annotations
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Experiment 3: LLM scores vs Model size

LLM F1 Score vs. Human Annotators by Model Size
(Best scores Hungarian matching)
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: qwen3:14b. , deepseek-r1:32b
0.55 = . s
. gpt-0ss:20b =
" emma3:27b
0.50 = mixtral:8x7b ? . P
o . G gwen3:32b gpt-0ss-120b
g phi4:14b i .
. wen2.5: - i
7 0.45 qwen2.5:32b deepseekr1 2. Performance increases
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Improving LLM Regeneration Mechanism (Copy)

Grammar for closed information extraction (clE):
S—(e| [slalx]lplo]lal)

’I. Custom Dec0d|ng Algomthm o = (Entity-1 | ... | Entity-N), § = (Relation-1 | ... | Relation-M)

- set logits of invalid tokens to -inf L‘M )=t B
2. Grammar-Constrained Decoding .
Gramn_1ar-constra|ned (_)
decoding (GCD)

- input constrained (Geng et al., 2023) o i
3. LLM with Explicit Copy Mechanism -

- CopyLlama3.2-3B

ongoing work (FajCik et al., 2025)

LEGEND: S: root non-terminal

x: input &: empty string O: allowed tokens
y: output «: entities from KB~ : forbidden tokens
$: end of sequence f: relations from KB —: decoding path

Figure 1: Grammar-constrained decoding (GCD), ap-
plied to the task of closed information extraction, where
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Conclusions

LLMs fail to copy spans from context verbatim
increasing challenge on
- Czech / Slovak data
- long documents
evidence extraction increases only up to a model size threshold

best trade-off between model size and alignment:
gwen 3 (14B)

deepseek-r1 (32B)

gpt-oss (20B)
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