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Introduction: Motivation

Key motivation of our research

Training the best possible medical LLMs for medical language
understanding and other downstream medical application tasks.

m We
m curate electronic health
record (EHR) datasets
m curate human annotation
of medical concepts and

<record i4=17>

develop machine -
annotation tools = e —
m train classifier models e e s s G
m Having quality language data —
for training is essential v
2/22
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Introduction: EHRs and redundancy

m Electronic health records (EHRs) contain extensive repetition
arising from
m templated structures
B copy-paste practices
m recurrent clinical phrasing
m This affects

m the efficiency of data processing
m downstream natural language processing applications
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Introduction: Our EHR data

m CSEHR _corpus

m 42 million words of oncology EHRs

m 154,000+ individual records

m Collected at Masaryk Memorial Cancer Institute in Brno

m Substantial export reflecting very accurately the various practices
and types of contemporary health documentation at a real
medical institute
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“Normal” language to compare: Czech-PD [5]

m Czech literary
dataset

m OCR of public
domain books

m 259 million words
m not deduplicated

¥ Hugging Face

a Czech-PD T ik

Dataset card Data Studio Files < xet

cz Czech Public Domain cz

Models Datasets

Follow B PlelAs

Community

Czech-Public Domain or Czech-PD is a large collection aiming to aggregate all Czech

monographies and periodicals in the public domain. As of March 2024, it is the biggest

Czech open corpus.
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Czech-PD example

Moravské narodni POHADKY A POVESTI z okoli Htoznovského.
“Sbirka tato nechce podavati toliko myslenky z narodnich pohadek a
povésti obraznosti spisovatelek a spisovatel( nynéjSich rozmnozené a
ozdobené, nebrz pouze obraznost naroda samého, jak se ode davna v
pohadkach a povéstech jevi. Téch plvodnich, nezménénych vytvor(
ducha narodniho jest nam v celé rozpahlosti a hlubokosti poznati
tfeba, abychom se pfinCovali ryzému jazyku svému my, ktefizto jsme
namnoze jazyky cizimi se odnarodnili. A proto jsou slova a celé véty
ryzosti a krasou mluvnickou vynikajici a prekvapujici vyznaleny
rozlozitym pismem, aby neusly oku ¢tenarovu. Kterak a k ¢emu jich
zuzitkuji spisovatelé nasi, k tomu ovSem zfetele svého neobracujeme,
ale pfejeme, aby jich zuzitkovali ve spisich svych ve prospéch naroda.
Svrchovany jest Cas, aby se tyto utéSené vonicky Ci kytecky po
zahradkach lidu naseho sbiraly a tiskem jistému zapomenuti vyrvaly,
jelikoz nastala rozhodna doba prerody a obnovy narodu uasemu, kdy
tiskem a parou novéjsi myslenky do lidu naseho se hrnou...”
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Deduplication with Onion: EHRs vs. Czech-PD

Corpus Size vs. Deduplication Strength
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Clustering

m Clustering based on
m MinHash [1]

m approximation of the Jaccard similarity between two sets
of tokens or shingles by representing each document
through a compact signature of hash minima

m Locality-Sensitive Hashing (LSH) [3]

B partitioning of the signature space into hash buckets
such that similar documents are likely to fall into the
same bucket
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MinHash illustration from Fusco et al. [2]

Vocabulary  N-grams h, h; h, h;
)

an Bri |—>] 11| 29 | 81 | 19

E rin |—» 5l4 3I1 4I4 z;s
king l ing | 3l8 7'8 (-.sl7 7l8

) POOO
MinHash

" fingerprint: L2121 * [P
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Clustering: examples

--- Cluster 24 (3936 items) --—

[1] EVIDENCE: [[date]] v [[time]], dg: C5@4 VYSETRENI: [[date]] v [[time]] [4.vyS. : Bricho (posl. [[dat

on RS80A (2017) NALEZ [EP: [[date]] [[time]]]...

[2] EVIDENCE: [[date]] v [[time]], dg: D@53 VYSETRENI: [[date]] v [[time]] [2.vy3. : Bfiche PRISTRO3: UZ

NALEZ [EP: [[date]] [[time]]]: USG biicha J4...

[3] EVIDENCE: [[date]] v [[time]], dg: C584 VYSETRENI: [[date]] v [[time]] [T.vy3. : Bficho (posl. [[dat

on RS80A (2016) NALEZ [EP: [[date]] [[time]]]...

[4] EVIDENCE: [[date]] v [[time]], dg: €435 VYSETRENI: [[date]] v [[time]] [1.vy3. : Bfiche PRISTRO3: UZ
NALEZ [EP: [[date]] [[time]]]: USG bFich...

[5] EVIDENCE: [[date]] v [[time]], dg: €509 VYSETRENI: [[date]] v [[time]] [2.vy3. : Bfiche PRISTRO3: UZ
NALEZ [EP: [[date]] [[time]]]: UZ jater + D...

Cluster 31 (3476 items) ——
predoperaéni anesteziologické vySetfeni Zakl. Dg.: LSK pro susp tumor ovaria Osobni anamn.: fumator, stp peritonitidé,
stp. resekci ovarii 1. sin - dermoid 201.
predoperaéni anesteziologické vyietfeni Z&kl. Dg.: CA mammae 1. dx. Osobni anamn.:fumator 18/d.,spirometrie - bez ventil
Operace:plastika moéovodu,vazy kolene,CA bez k.
[3] Predoperaéni anesteziologické vyietfeni 7akl. Dg.:ca mammae dxt — [[date]] Mastectomia partialis l.dx., SNB axillae dexti
mn. :migreny-opak hospit na neurologii, depresi...
[4] Predoperaéni anesteziologické vySetfeni Zakl. .: ca mammae sin Osobni anamn.: fumator 5/d , hypertenze
k Farmakol.anamn.: Tritace, Amloratio Alergi o
[5] Predoperaéni anesteziologické vyZetfeni Zakl. .t Ca mammae l.dx- stp. PME Osobni anamn.: VAS s vyhfezlou ploténkou v ai
V heterozygot Operace: gynekologickad GEU, salp...

—— Cluster 91 (3365 items) ——

[1] Her-2 dimunohistochemicky: Zavér: HER2 negativni (1+). Popis: Z parafinového materidlu byla provedena imunohistochemicka
monoklondlni protildtkou proti HER2 proteinu (.

[2] Her-2 dimunohistochemicky: Zavér: HER2 negativni (@) Popis: Z parafinového materiilu byla provedena imunohistochemicka re:
dlatkou proti HER2 proteinu (VENTANA HER2(4B5)...

[3] Her-2 imunchistochemicky: Z&vér: vysledek IMH pomoci certifikovaného kitu: nebyla nalezena zvyZend exprese HERZ proteinu
ridlu byla pomoci Ventana kitu provedena imuno.

[4] Her-2 imunchistochemicky: Z&vér: HER2 negativni 1+ Popis: Z parafinového materidlu byla provedena imunohistochemicka re:
noklondlni protilatkou proti HER2 proteinu (VE...

[5] Her-2 imunohistochemicky: Zavér: Nador je Her-2 negativni (hodnoceno dle ASCO/CAP). Popis: Z parafinového materidlu byla
kce s certifikovanou primérni monoklondlni pro...
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Clustering: examples

——— Cluster 4 (6623 items) ——

[1] EVIDENCE: [[date]] v [[time]], dg: VYSETRENI: [[date]]
[2] EVIDENCE: [[date]] [[time]], dg: VYSETRENI: [[date]]
[3] EVIDENCE: [[date]] [[time]], dg: VYSETRENI: [[date]] [[time]l] vyS.
[4] EVIDENCE: [[date]] [[time]], dg: VYSETRENI: [[date]] [[time]l] vyS.

v [[time]] Lvys.
v v
v v
v v

[5] EVIDENCE: [[date]] v [[time]], dg: VYSETRENI: [[date]] v [[time]l] vyS.
v v
v v
v A\
v A\

[[time]] LVyS.,

[6] EVIDENCE: [[date]] [[time]], dg: VYSETRENI: [[date]] [[time]l] vyS.
[7] EVIDENCE: [[date]] [[time]], dg: VYSETRENI: [[date]] [[time]l] vyS.
[8] EVIDENCE: [[date]] [[time]], dg: VYSETRENI: [[date]] [[time]] SvyS.
[9] EVIDENCE: [[date]] v [[time]], dg: VYSETRENT: [[date]] v [[time]] [3.wy3.
[18] EVIDENCE: [[date]] v [[time]], dg: VYSETRENT: [[date]] v [[time]] [T-vy3.]

——— Cluster 23 (5983 items) ———
[1] EVIDENCE: [[date]] v [[time]], dg: €583  OMKOCH VYSETRENT: [[date]] v [[time]] [14.
[2] EVIDENCE: [[date]] v [[time]], dg: C584 VYSETRENT: [[date]] v [[time]] [6.wy3.]

[3] EVIDENCE: [[date]] v [[time]], dg: C582 VYSETRENI: [[date]] v [[time]] [4.wy%
[4] EVIDENCE: [[date]] v [[time]], dg: 584 VYSETRENI: [[date]] v [[time]] [3.wy%
[5] EVIDENCE: [[date]] v [[time]], dg: 584 VYSETRENI: [[date]] v [[time]] [1.wy%

v

v A"

v A"

v A"
[6] EVIDENCE: [[date]] v [[time]], dg: C584 VYSETRENI: [[date]] v [[time]] [1.wy%

v

v

v

-]
-]
-]
-]

[7T] EVIDENCE: [[date]] v [[time]], dg: C584 VYSETRENI: [[date]] v [[time]] [3.wy%.]
[8] EVIDENCE: [[date]] v [[time]], dg: C589 VYSETRENI: [[date]] v [[time]] [2.wy%.
[9] EVIDENCE: [[date]] v [[time]], dg: C589 VYSETRENI: [[date]] v [[time]] [4.wy5.]
[10] EVIDENCE: [[date]] v [[time]], dg: C5@4 VYSETRENL: [[date]] v [[time]] [1l.vyE.]
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Clustering: examples

——— Cluster 31 (3476 items) ——

[1] Predoperacni anesteziologické vySetfeni  Zakl. Dg.: LSK pro susp tumor ovaria 0sd
[2] Predoperacni anesteziologické vySetfeni ZakL. .1 CA mammae 1. dx. Osobni anamn
[3] Predoperacni anesteziologické vySetrfeni ZakL. .:ca mammae dxt - [[date]] Masted
[4] Predoperac¢ni anesteziologické vySetfeni ZakL. .: ca mammae sin Osobni anamn.:
[5] Predoperaéni anesteziologické vySetfeni ZakL. .: Ca mammae Ll.dx- stp. PME Osob
[6] Predoperaéni anesteziologické vySetfeni ZakL. .: Predoperaéni anesteziologické
[7] Pfedoperacéni anesteziologické vySetfeni ZakL. .: karcinom levé mamy Osobni ang
[8] Predoperac¢ni anesteziologické vySetfeni Zakl. Dg.Ca mammae l.sin. Vykon: PME+ S|
[9] Predoperaéni anesteziologické vySetfeni Zakl. Dg.: Ca mammae 1. sin. Osobni anami
[18] Pfedoperaéni anesteziologické wySetfeni Zakl. Dg.: Ca mammae sin. Osobni anamn.

——— Cluster 91 (3365 items) ——

[1] Her-2 dimunohistochemicky: Zavér: HER2 negativni (1+). Popis: Z parafinového mate
[2] Her-2 imunohistochemicky: Zavér: HER2 negativni (@) Popis: Z parafinového materid
[3] Her-2 imunohistochemicky: Zavér: Vysledek IMH pomoci certifikovaného kitu: nebyl]
[4] Her-2 imunohistochemicky: Zdvé&r: HERZ negativni 1+ Popis: Z parafinového materi3
[5] Her-2 imunchistochemicky: Zavér: Nador je Her-2 negativni (hodnoceno dle ASCO/CAH
[6] Her-2 -imunchistochemicky: Zavér: HER2 negatiwni © Popis: Z parafinového material
[7] Her-2 -imunchistochemicky: ZAvér: Nador je Her-2 negativni (hodnoceno dle ASCO/CAH
[8] Her-2 imunohistochemicky: Zavér: HER2 negativni (1+). Popis: Z parafinového mate
[9] Her-2 -imunchistochemicky: Zavér: Nador je Her-2 negativni (hodnoceno dle ASCO/CAH
[18] Her-2 +imunohistochemicky: Zavér: HER2 nejednoznac¢né (2+) Popis: Z parafinového
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Visualizing superclusters

m In order to make the similarities between individual documents
as palpable as possible, we

m ran a greedy clustering algorithm with a Jaccard threshold of 0.5

m extracted all clusters with more than 100 documents, totaling 58
clusters containing 27,039 of all 154,763 documents (17.47%)

m arranged the clusters based on cluster-to-cluster centroid
similarities

m and, reducing clusters to ca. 10% of their respective sizes, plotted
the 2,681 x 2,681 document similarity heatmap
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Visualizing superclusters (clusters with >100 docs)

Document-level Cluster Heatmap (sorted by cluster)
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Visualizing superclusters: Close-up

Tk




Clustering granularity (25% most clustered)

",

6608 records

(a) threshold 0.2 (b) threshold 0.5
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Cluster-aware dataset pruning

m Keeping only 1 record from each cluster:
m CSEHR_corpus_cluster50: after clustering with threshold 0.5,
reduced to 82,059 documents and 56.7% of original size
m CSEHR _corpus_cluster20: after clustering with threshold 0.2,
reduced to 17,301 documents and 8.3% of original size.
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Discussion and conclusion

m The deep patterns of redundancy in EHR datasets:
m suggest that well-planned processing is necessary to make
diverse, balanced, and efficient training data
m provide further evidence in favor of using synthetic data for
training (as in the case of GatorTronS [4])
m Next steps for our research:
m Maximize the classification score using the available 42M dataset

K. Anetta, A. Horak « Measuring Redundancy in Czech EHRs « December 6, 2025 19/22



Bibliography |

[1] Andrei Z Broder. “On the resemblance and containment of
documents”. In: Proceedings. Compression and Complexity of
SEQUENCES 1997 (Cat. No. 97TB100171). IEEE. 1997, pp. 21-209.

[2] Francesco Fusco et al. “pNLP-mixer: An efficient all-MLP
architecture for language”. In: Proceedings of the 61st Annual
Meeting of the Association for Computational Linguistics (Volume 5:
Industry Track). 2023, pp. 53-60.

[3] Piotr Indyk and Rajeev Motwani. “Approximate nearest
neighbors: towards removing the curse of dimensionality”. In:
Proceedings of the thirtieth annual ACM symposium on Theory of
computing. 1998, pp. 604-613.

K. Anetta, A. Horak « Measuring Redundancy in Czech EHRs « December 6, 2025 20/22



Bibliography Il

[4] Cheng Peng et al. “A study of generative large language model
for medical research and healthcare”. In: NP/ digital medicine 6.1
(2023), p. 210.

[5] PlelAs. Czech-PD: Czech Public Domain Corpus. https:
//huggingface.co/datasets/PleIAs/Czech-PD.
Accessed: 2025-11-04. 2024.

K. Anetta, A. Horak « Measuring Redundancy in Czech EHRs « December 6, 2025 21/22


https://huggingface.co/datasets/PleIAs/Czech-PD
https://huggingface.co/datasets/PleIAs/Czech-PD

Thank you for your attention!
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